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The algorithms in this chapter exploits the divide-and-conquer paradigm, previously used in
merge-sort. In merge-sort, we divided the input in half, and recursively sorted each half separately.
The two sorted halves could then be combined very efficiently by merging.

Recall that merge-sort was used as a vehicle to introduce the recursion tree method for analyzing
running times. We will see three algorithms based on insights from recursion trees - introducing
clever ideas that do just enough to establish a better recurrence, that leads to a better running time.

We recommend all three of [3–5] for more on this topic (including several more applications;
notably, fast Fourier transforms).

1 Fast median selection
Given a set of 𝑛 numbers 𝐴[1..𝑛], what is the median? The obvious route is to sort all the numbers,
and then pick out the d𝑛/2eth number from the sorted order. This takes 𝑂

(
𝑛 log 𝑛

)
time. Can one

do better?
We will develop a linear time algorithm for the more general problem of selection. Given a set

of 𝑛 numbers 𝐴[1..𝑛] in arbitrary order, and an index 𝑘 ∈ [𝑛], the goal is to find the 𝑘th largest
number in 𝐴. Again, we can solve this by sorting 𝐴, but our goal is to do faster.

Here for selection, one can try to divide the input by a pivot. Let 𝑝 ∈ 𝐴[1..𝑛] be any fixed
number from the input; 𝑝 is our pivot. We can compare 𝑝 to the rest of 𝐴[1..𝑛] and compute the
rank ℓ of 𝑝, in 𝑂 (𝑛) time. If 𝑘 = ℓ (by luck), then we return 𝑝. Otherwise, we still obtain some
useful information by comparing 𝑘 to ℓ.

1. If 𝑘 > ℓ, then we know that the number we seek is greater than 𝑝.

2. If 𝑘 < ℓ, then we know that the number we seek is less than 𝑝.

Depending on which of the two cases, we can recurse on either the numbers greater than 𝑝 or the
numbers less than 𝑝. Note that we have to adjust 𝑘 in the first case. The following pseudocode
sketches the generic pivot-based algorithm without being specific about how to pick the pivot.
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generic-pivot-selection(𝐴[1..𝑛],𝑘)

1. pick a pivot 𝑝 out of 𝐴[1..𝑛]

2. compute the rank ℓ of 𝑝 in 𝐴[1..𝑛]

3. if ℓ > 𝑘 then recurse on the list of numbers < 𝑝 for the rank 𝑘 element

4. if ℓ < 𝑘 then recurse on the list of numbers > 𝑝 for the rank 𝑘 − ℓ element

5. otherwise ℓ = 𝑘 and return 𝑝

How do we select a good pivot 𝑝? We can hope that ℓ = 𝑘 but that does not help us in a
worst-case analysis. From the worst-case point of view, whatever pivot we pick, which splits 𝐴 into
two sublists, the rank 𝑘 element will be in the larger of the two sublists. This leads to a running time
of the form

𝑇 (𝑛) ≤ 𝑇 (max{ℓ − 1, 𝑛 − ℓ}) +𝑂 (𝑛).

In the worst case we have ℓ = 1 or ℓ = 𝑛, which gives the recurrence

𝑇 (𝑛) ≤ 𝑇 (𝑛 − 1) +𝑂 (𝑛),

which is solved by 𝑇 (𝑛) = 𝑂
(
𝑛2) – (why?) – even slower than just sorting. In the best case, 𝑝 is the

median and ℓ = 𝑛/2. The corresponding recurrence,

𝑇 (𝑛) ≤ 𝑇 (𝑛/2) +𝑂 (𝑛), (1)

is solved by 𝑇 (𝑛) = 𝑂 (𝑛) – (why?) – even faster than sorting!
Ideally, we would pick the pivot 𝑝 to be exactly the median. Of course the original question

is to find the median and choosing the pivot as exactly the median, in order to find the median, is
nonsense. However, suppose we chose 𝑝 to instead be approximately the median. Let 𝛼 ∈ (0, 1)
be any fixed constant less than 1 (e.g., 𝛼 = 7/10, or 𝛼 = .99). Suppose we can choose 𝑝 such that
(1 − 𝛼)𝑛 ≤ ℓ ≤ 𝛼𝑛. Consider the recurrence

𝑇 (𝑛) ≤ 𝑇 (𝛼𝑛) +𝑂 (𝑛).

For 𝛼 very close to 1, this would seem much worse than when 𝛼 = 1/2 in (1). However, as long as 𝛼
is fixed, we still have 𝑇 (𝑛) = 𝑂 (𝑛). (The exact dependency on 𝛼 is 𝑇 (𝑛) = 𝑂 (𝑛/(1 − 𝛼)) – why?)

We are ready to unveil the famous “median-of-medians” algorithm of Blum et al. [2]. The high
level idea is to compute an 𝛼-approximate median for 𝛼 = 7/10. To do so, they carefully select a
subset 𝐵[1..𝑚] of 𝐴[1..𝑛] of size 𝑚 = 𝑛/5, and recursively compute the median of 𝐵. The process
to select 𝐵 (which we will describe momentarily) takes 𝑂 (𝑛) time, and is carefully designed to
ensure that the median of 𝐵 is a (7/10)-approximate median overall. This gives a recurrence of the
form

𝑇 (𝑛) = 𝑇 (7𝑛/10) + 𝑇 (𝑛/5) +𝑂 (𝑛). (2)

Applying the recursion tree method to this recurrence gives 𝑇 (𝑛) = 𝑂 (𝑛) – (why?) – linear time!
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Figure 1: Sketch of the median-of-medians algorithm

Let us now explain how Blum et al. [2] selects the (7/10)-approximate pivot. It takes 𝐴 and
partitions it into subintervals of 5 elements each:

{𝐴[1], . . . , 𝐴[5]}, {𝐴[6], . . . , 𝐴[10]}, {𝐴[11], . . . , 𝐴[15]}, . . .

From each set of 5, we compute the median of those 5 elements in constant time. This takes 𝑂 (𝑛)
time overall and assembles a set 𝐵[1..𝑚] of medians, where 𝑚 = b𝑛/5c. Observing that 𝐵 is small
than 𝐴 by a factor of 5, we recurse on 𝐵, computing the “median-of-medians” 𝑝. We choose 𝑝 to be
the pivot. While 𝑝 is not an exact median, one can show that 𝑝 has rank roughly inside the range
3𝑛/10 and 7𝑛/10 - which is enough to justify the recurrence (2) above. Pseudocode is given below.

median-of-medians(𝐴[1..𝑛],𝑘)

/* We assume 𝐴[1..𝑛] is distinct without loss of generality (by breaking ties consistently). */

1. if 𝑛 ≤ 5 then return the 𝑘th number by brute force

2. Divide 𝐴[1..𝑛] into subintervals of 5 numbers and compute the median of each, produce a

list 𝐵[1..𝑚] for 𝑚 = d𝑛/5e

3. 𝑝 ← median-of-medians(𝐵, b𝑚/2c)

4. compare 𝑝 to each number in 𝐴 and obtain the rank ℓ of 𝑝

5. if ℓ = 𝑘 then return 𝑝

6. if ℓ > 𝑘

A. return median-of-medians(𝐷,𝑘) where 𝐷 [1..ℓ − 1] is the list of numbers < 𝑝

7. else (if ℓ < 𝑘)

A. return median-of-medians(𝐸,𝑘 − ℓ) where 𝐸 [1..𝑛 − ℓ] is the list of numbers > 𝑝

Lemma 1.1. The “median-of-medians” pivot 𝑝 computed in (3) has rank ℓ in the range

3𝑛/10 ≤ ℓ ≤ 7𝑛/10 + 5.
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Figure 2: Illustration of the proof of Lemma 1.1

Proof. Consider the array 𝐵 of size 𝑚 = d𝑛/5e, of which 𝑝 is the median. 𝑝 is greater than or
equal to at least d𝑚/2e ≥ d𝑛/10e of these elements. Moreover, each of these elements is ≥ at
least 2 additional elements in array, because it was the median of its own set of 5 elements. Thus
ℓ ≥ 3d𝑛/10e ≥ 3𝑛/10.

Similarly one can show that 𝑝 is less than or equal to at least 3𝑛/10 − 5 elements - the extra
additional factor comes from the fact that the last interval may have less than 5 elements if 𝑛 is not
divisible by 5. �

Above we asked the reader to try to analyze the recurrence

𝑇 (𝑛) ≤ 𝑇 (𝑛/5) + 𝑇 (7𝑛/10) +𝑂 (𝑛)

themselves. We now sketch the argument for the sake of completeness. A recursion tree reveals that
the total amount of work at the 𝑘th level is (1/5 + 7/10)𝑘𝑛 = (9/10)𝑘𝑛. Thus the total running time
is bounded above by

𝑂

( ∞∑︁
𝑘=0
(9/10)𝑘𝑛

)
= 𝑂 (𝑛).

Theorem 1. [2] Given an array of 𝑛 numbers 𝐴[1..𝑛] and an index 𝑘 ∈ [𝑛], the 𝑘 largest number
of 𝐴 can be computed in 𝑂 (𝑛) time.

Let us briefly mention a simpler, randomized variant that also runs in linear time on average.
We haven’t yet developed the tools to analyze it but the algorithm is simple enough (and perhaps
obvious). Rather than by “median-of-medians”, simply pick a number at random as a pivot. Divide
𝐴 into the set of numbers smaller and bigger than one half. Recurse appropriately.

The intuition to the randomized analysis is also very simple. With probability 1/2, the pivot is
one of the middle (𝑛/2)-numbers, and we eliminate at least 𝑛/4 numbers from the search. It’s like
flipping a bunch of coins, and making substantial progress with every heads. We will formalize this
argument later.

The randomized algorithm works better in practice.
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2 Multiplication
Let 𝑥, 𝑦 ∈ {0, 1}𝑛 be two 𝑛-bit numbers we want to multiple. We assume that 𝑛 is a power
of 21. Let us break the bits in two halves 𝑥 = (𝑥1, 𝑥2) and 𝑦 = (𝑦1, 𝑦2), where 𝑥1 ∈ {0, 1}𝑛/2
(resp. 𝑦1 ∈ {0, 1}𝑛/2) are the 𝑛/2 most significant bits of 𝑥 (resp. of 𝑦), and 𝑥2 ∈ {0, 1}𝑛/2 (resp.
𝑦2 ∈ {0, 1}𝑛/2) represent the remaining, 𝑛/2 least significant bits of 𝑥, (resp. 𝑦). That is,

𝑥 = 𝑥12𝑛/2 + 𝑥2 and 𝑦 = 𝑦12𝑛/2 + 𝑦2.

Nothing special. We have

𝑥𝑦 =

(
𝑥12𝑛/2 + 𝑥2

) (
𝑦12𝑛/2 + 𝑦2

)
= 𝑥1𝑦12𝑛 + (𝑥1𝑦2 + 𝑥2𝑦1)2𝑛/2 + 𝑥2𝑦2.

Again, nothing special. We have broken one multiplication of 𝑛-bit numbers into 4 multiplications of
𝑛/2-bit numbers which has no effect on the running time. But consider the middle term 𝑥1𝑦2 + 𝑥2𝑦1.
Observe that

𝑥1𝑦2 + 𝑥2𝑦1 = (𝑥1 + 𝑥2) (𝑦1 + 𝑦2) − 𝑥1𝑦1 − 𝑥2𝑦2.

The advantage in the RHS is that we are already computing 𝑥1𝑦1 and 𝑥2𝑦2 anyway. With only one
more multiplication (of (𝑥1 + 𝑥2) (𝑦1 + 𝑦2)), plus some addition and subtraction, we replace two
multiplications in 𝑥1𝑦2 + 𝑥2𝑦1.

fast-multiply(𝑥 = (𝑥1, 𝑥2),𝑦 = (𝑦1, 𝑦2))

1. add 𝑥1 + 𝑥2 and 𝑦1 + 𝑦2 // 𝑂 (𝑛) time

2. multiple 𝑥1𝑥2, 𝑦1𝑦2, and (𝑥1 + 𝑥2) (𝑦1 + 𝑦2) // 3𝑂 (𝑇 (𝑛/2)) time

3. compute (by subtraction) 𝑥1𝑦2 + 𝑥2𝑦1 = (𝑥1 + 𝑥2) (𝑦1 + 𝑦2) − 𝑥1𝑦1 − 𝑥2𝑦2 // 𝑂 (𝑛) time

4. add and return 𝑥1𝑦12𝑛 + (𝑥1𝑦2 + 𝑥2𝑦1)2𝑛/2 + 𝑥2𝑦2 // 𝑂 (𝑛) time

We have annotated the code with the running time of each step, where 𝑇 (𝑛) represents the
running time of fast-multiply on two 𝑛-bit integers. One infers that the running time is bounded
recursively by

𝑇 (𝑛) ≤ 3𝑇 (𝑛/2) +𝑂 (𝑛)

A quick sketch of a recursion tree shows that:

1. There are 3𝑘 problems on the 𝑘th level each contributing 𝑛/2𝑘 work.

2. There are
⌈
log2 𝑛

⌉
levels.

Thus the total running time is

𝑂
©«

log2 (𝑛)∑︁
𝑖=1

(
3
2

) 𝑘
𝑛
ª®¬ = 𝑂

((
3
2

) log (𝑛)
𝑛

)
= 𝑂

(
𝑛log2 (3)

)
≈ 𝑂

(
𝑛1.585

)
.

1for notational convenience; otherwise, we can pad 𝑥 and 𝑦 be leading 0’s to make 𝑛 a power of 2, while at most
doubling the number of bits.
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3 Matrix multiplication
Let 𝐴 and 𝐵 be two 𝑛×𝑛 matrices. We want to compute the matrix 𝐴𝐵 faster than the straightforward
𝑂

(
𝑛3) , which computes each coordinate

(𝐴𝐵)𝑖 𝑗 =
∑︁
𝑘

𝐴𝑖𝑘𝐵𝑘 𝑗

in separate loops. Write

𝐴 =

(
𝐴11 𝐴12
𝐴21 𝐴22

)
and 𝐵 =

(
𝐵11 𝐵12
𝐵21 𝐵22

)
.

where 𝐴11, . . . , 𝐵2,2 ∈ ℝ𝑛/2 are all square matrices with half the dimension. Recall that

𝐴𝐵 =

(
𝐴11 𝐴12
𝐴21 𝐴22

) (
𝐵11 𝐵12
𝐵21 𝐵22

)
=

(
𝐴11𝐵11 + 𝐴12𝐵21 𝐴11𝐵12 + 𝐴12𝐵22
𝐴21𝐵11 + 𝐴22𝐵21 𝐴21𝐵12 + 𝐴22𝐵22

)
We want to replicate our trick for multiplying integers, and find a clever way to reduce the number
of recursive multiplications. Such a combination was discovered by Strassen, who showed that 7
multiplications suffice. We describe the scheme momentarily. First we observe that this gives a
recursion of the form

𝑇 (𝑛) = 7𝑇 (𝑛/2) +𝑂 (𝑛).

A quick sketch of a recursion tree reveals:

1. The 𝑘th level has 7𝑘 subproblems each with 𝑂
(
𝑛/2𝑘

)
work.

2. There are at most
⌈
log 𝑛

⌉
levels.

Thus the total running time is

𝑂
©«

log (𝑛)∑︁
𝑖=1

(
7
2

) 𝑘
𝑛
ª®¬ = 𝑂

(
𝑛log2 (7)

)
≈ 𝑂

(
𝑛2.8074

)
.

We will describe the algorithm for the sake of completeness but by no means do we claim it is
obvious, even in hindsight. Consider the 7 products.

(𝐴11 + 𝐴22) (𝐵11 + 𝐵22) = 𝐴11𝐵11 + 𝐴22𝐵11 + 𝐴11𝐵22 + 𝐴11𝐵22 (3)
(𝐴11 − 𝐴21) (𝐵11 − 𝐵12) = 𝐴11𝐵11 − 𝐴21𝐵11 − 𝐴11𝐵12 + 𝐴21𝐵12 (4)
(𝐴12 − 𝐴21) (𝐵21 + 𝐵22) = 𝐴12𝐵12 − 𝐴21𝐵21 − 𝐴21𝐵22 + 𝐴12𝐵22 (5)

𝐴11(𝐵12 − 𝐵22) = 𝐴11(𝐵12 − 𝐵22) (6)
(𝐴11 + 𝐴12)𝐵22 = 𝐴11𝐵22 + 𝐴12𝐵22 (7)

(𝐴11 + 𝐴22) (𝐵11 + 𝐵22) = 𝐴11𝐵11 + 𝐴11𝐵11 + 𝐴22𝐵11 + 𝐴22𝐵22 (8)
(𝐴11 − 𝐴21) (𝐵11 + 𝐵12) = 𝐴11𝐵11 − 𝐴21𝐵11 + 𝐴11𝐵12 − 𝐴21𝐵12 (9)
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Then(
𝐴11𝐵11 + 𝐴12𝐵21 𝐴11𝐵12 + 𝐴12𝐵22
𝐴21𝐵11 + 𝐴22𝐵21 𝐴21𝐵12 + 𝐴22𝐵22

)
=

(
(3) + (4) − (7) + (5) (6) + (7)

(8) + (4) (6) + (3) − (8) − (9)

)
Even more clever combinations and strategies exist which has driven the exponent down further.

Currently, the best running time is 𝑂 (𝑛𝜔) for 𝜔 ≈ 2.37 [1]. It is conjectured that 𝜔 will eventually be
driven down to 2 (a natural lower bound). We should point out that the theoretically best algorithms
are so complicated that they do not necessarily work so well in practice. (The hidden constant
strikes back!)

4 Exercises
Many exercises can be found in [5, Chapter 5], [3, Chapter 2], and [4, Chapter 1].
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