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1 TEX
These notes (and hopefully yours too) are typeset using a system called LATEX, which is an extension
(due to Leslie Lamport) of an earlier system called TEX, designed and largely written by Donald
Knuth. This is why it looks so nice1. In the 1970’s, Donald Knuth was writing his famous (and still
unfinished) series on The Art Of Computer Programming. At the same time, the printing industry
was shifting from old-fashioned hot metal typesetting to computer driven approaches. Knuth was so
unsatisfied with the galley proofs of his book under the new system that he set out to invent his own
digital typesetting system. Thus TEX was born, and he began using it to typeset his books. TEX was
soon widely used in academia, and later a set of user-friendly macros by Lamport was bundled with
TeX to form LATEX .

TEX takes unstructured text files as input and compiles it into PDF’s and other print formats,
similar to how programming code is compiled into binary executables. This is in contrast to
WYSIWYG editors like Microsoft Word, that immediately updates a visual document as you type,
and makes its typesetting decisions immediately. The compilation step of TEX gives it a chance
to optimize various criteria when making its many decisions, and ultimately produce professional
quality documents.

Here we will discuss how TEX does line-breaking (simplified for the sake of discussion), via an
algorithm first proposed by Knuth in a 1977 memo2 and later published by Knuth and Plass [1].
When typesetting text, a basic decision one has to make is where to wrap the line. These decisions
make a big difference on the overall visual product. Having too many words in a line squeezes
the white space and makes it harder to delineate words. Too few words leads to too much white
space between them, which is distracting and also a waste of paper. For clarity, we restrict ourselves
to breaking at white spaces between words or particular points where we can introduce a hyphen,
rather than at all points within words. But this chunking makes line wrapping that much clunkier.

One way to approach line-breaking is by the following greedy process. Choose a minimum
width for white space between words (e.g., half a centimeter). Each time we consider adding the
next word to a line, calculate the amount of white space that would be between each pair of words if
the new word were included. If this calculated value is above the minimum, then add the word to
the line. If the value is below the minimum, then start a new line.

1Sadly, beautiful typesetting cannot otherwise improve this author’s prose.
2https://www.saildart.org/TEXDR.AFT%5B1,DEK%5D
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The greedy approach observes very local information in making its decisions. The fact that the
choice of words in one line affects the possible options in all the remaining lines is overlooked.

Towards a more comprehensive approach, let’s try to formulate the overall problem clearly. I
think we can all agree that we want the “best overall set of line breaks, over all possible ways of
breaking up the text.” To identify the “best”, let us propose a per-line loss function loss with the
following format. loss takes as input a sequence of words 𝑤1, . . . , 𝑤𝑘 , and (one way or another)
imagines how these words would like as a line, and outputs a numerical score that measures how
“bad” the line would look. Here we will treat loss(𝑤1, . . . , 𝑤𝑘 ) as a black box, and refer to [1] for
implementation details. Our goal, then, is to take a long sequence of words 𝑤1, . . . , 𝑤𝑛, and divide
them up into (consecutive) sub-sequences

(
𝑤1, . . . , 𝑤𝑖1−1

)
,
(
𝑤𝑖1 , . . . , 𝑤𝑖2−1

)
, . . . ,

(
𝑤𝑖𝑘 , . . . , 𝑤𝑛

)
to

minimize the total loss,

loss
(
𝑤1, . . . , 𝑤𝑖1−1

)
+ loss

(
𝑤𝑖1 , . . . , 𝑤𝑖2−1

)
+ · · · + loss

(
𝑤𝑖𝑘 , . . . , 𝑤𝑛

)
.

This establishes a formal definition of the optimal line breaking. Given text in the form of a
sequence of words, it is the partition of the sequence of into intervals that minimizes the sum, over
all intervals, of the loss of that interval. This is well-defined because one can enumerate the finite
number of ways to partition the text into intervals and for each compute the corresponding loss; the
minimum loss gives the optimum line-breaking (as defined).

Let’s now define a recursive algorithm to compute the optimal line breaking. We start with a
recursive spec. Fix a sequence of words 𝑤1, . . . , 𝑤𝑛 that we want to partition. We want to compute
the minimum loss of any partition of the words (𝑤1, . . . , 𝑤𝑛) into intervals. For 𝑖 ∈ ℕ, we define
BLB(𝑖) (which stands for “best line-breaking”) as

BLB(𝑖) = minimum loss of any partition of the sequence of words (𝑤𝑖, . . . , 𝑤𝑛) into
intervals.

We are precisely interested in BLB(1). Consider any subproblem of the form BLB(𝑖). Note that if
𝑖 > 𝑛 then there are no words to partition and the minimum loss is automatically 0. So we write:

BLB(𝑖) = 0 if 𝑖 > 𝑛. (1)

Consider the more interesting case where 𝑖 ≤ 𝑛. Any partition of (𝑤𝑖, . . . , 𝑤𝑛) into intervals must,
in particular, have a first interval (𝑤𝑖, . . . , 𝑤 𝑗 ) that includes 𝑤𝑖, followed by a partition of all the
words (𝑤 𝑗 , . . . , 𝑤𝑛) that come after that first interval. For the remaining partition, we can use
induction (on 𝑛 − 𝑖) to obtain the optimum partition. We do not know, however, where to end the
first interval. And after thinking about it, it is not clear how to strategically choose that first interval,
at least without much more info about the inner mechanisms of loss. But we don’t have to be clever.
We can just try all possible choices; one of them will be optimal. Thus we have

BLB(𝑖) = min
𝑗=𝑖,...,𝑛

{
loss

(
𝑤𝑖, . . . , 𝑤 𝑗

)
+ BLB( 𝑗 + 1)

}
if 𝑖 ≤ 𝑛 (2)

By (1) and (2) we have a full recursive algorithm. Consider now the running time. Let 𝑇 (𝑛) be the
running time required to compute BLB over 𝑛 words. We have

𝑇 (0) = 1,

𝑇 (𝑛) =
𝑛−1∑︁
𝑖=0

𝑇 (𝑖) +𝑂 (𝑛).
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This running time, if we worked it out, is enormous - much larger than 2𝑛. But let us cut off the
calculations and intervene with the computer scientist’s favorite (only?) trick: caching. Obviously,
we are the same problem BLB(𝑖) many times even though the answer is always the same. So we
apply dynamic programming: we store our answers in an 𝑛-dimensional array and never compute
the same answer twice. Now the running time becomes

(# subproblems) × (time per subproblem) = 𝑛 ×𝑂 (𝑛) = 𝑂

(
𝑛2

)
.

The space usage is 𝑂 (𝑛). And your notes look great.

2 An algorithmic metric for strings
We are constantly discussing bit strings in this course, and in programming at large, we are constantly
parsing, manipulating, and outputting strings. (Here, besides bit strings, we can speak more generally
of strings that are sequences of characters from some fixed alphabet A, like the ASCII characters).
Naturally, then, many applications required a method to compare two strings, and some way to
quantify the extent their similarity. That is, we seek some notion of “distance” between strings. One
possible notion of notion is Hamming distance3, which simply counts the number of differing
characters in two strings of the same length. That is, for a fixed alphabet A, and two strings
𝑥, 𝑦 ∈ A𝑘 of the same length, the Hamming distance is defined by

Hamming(𝑥, 𝑦) = |{𝑖 ∈ [𝑘] : 𝑥𝑖 ≠ 𝑦𝑖}|.

We note that in some applications, the Hamming distance is normalized to be in [0, 1], by dividing
the above definition by the length 𝑘 . Note that the Hamming distance is symmetric4 and two strings
have Hamming distance 0 iff they are equal. One can also verify that the Hamming distance satisfies
the triangle inequality:

Hamming(𝑥, 𝑦) ≤ Hamming(𝑥, 𝑧) + Hamming(𝑧, 𝑦)

for any three strings 𝑥, 𝑦, 𝑧 ∈ {0, 1}𝑘 . (Why?) Thus Hamming distance satisfies the technical
requirements of a metric, just like in Euclidean geometry.




































































































































Hamming distance

Hamming characters differing
in X and y

X ABCD EFG

Y ABCEEE Hamming dist 4

Edit distance

HT insertions deletions substitutions
to convert X into y

del

X ABCD EFG

Y ABC EFG D
Edit distance 2

ins

Note T well defined

Figure 1: An example of Hamming distance.

The Hamming distance is natural and suitable for many definitions (e.g., in coding theory). But
it has some weaknesses as well. First, it is only well-defined when two strings have the same length.

3Richard Hamming (1915 – 1998) was an American mathematician and computer scientist who, among many other
contributions, invented error correcting codes, and was among the first to recognize the importance of computing at Bell
Labs. His well-known talk “You and Your Research” is highly recommended.

4That is, Hamming(𝑥, 𝑦) = Hamming(𝑦, 𝑥) for all 𝑥 and 𝑦.
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Sure, given two strings of different length, one can truncate the longer one to match the shorter
one, but it is not clear that the Hamming distance is as meaningful. (Also, it would no longer be a
metric - why?) Besides this issue of length, the Hamming distance may not always correspond to
our intuition for similarity. Suppose we had a string 𝑥. Suppose we remove the first character from
the beginning, and appended this character to the end, to form a new string 𝑦. On one hand, we
made a very small change to take 𝑥 into 𝑦. On the other hand, the Hamming distance and 𝑥 and 𝑦

will be tremendous, because all the characters shift by an index. Let us give two real life examples
where something similar frequently occurs.

When we write software, we frequently insert or delete a line in the middle of a program. The
rest of the program is the same, and over all we think of this as a relatively small change. But the
misalignment that we introduce would suggest that the entire program has turned over. This is an
important consideration in version control systems (such as git), which tracks the changes to source
code over time, and stores compressed logs that only describe the 𝛿’s between versions of the same
code. We don’t want to confuse a minute change for a full rewriting.

A second example is from biology. We now know that we are described by a genetic code. For
the sake of discussion, these are long strings from an alphabet of four letters, {𝐴,𝑇, 𝐺, 𝐶}, each
standing for a different molecule. These genetic codes frequently undergo mutations, where one
letter is swapped for another, or letters are dropped or inserted along the code. This too introduces
some misalignment, but functionally the altered mutated code is not so different. The Hamming
distance would suggest an entirely different species, but biologically this is just not so.

A more robust measure than Hamming distance, that better models the number of changes made
to a string, is called edit distance. The edit distance between two strings 𝑠, 𝑡 ∈ A∗ is the minimum
number of insertions, deletions, and substitutions required to convert one string to another5. These
operations are defined as follows.

1. An insertion inserts a single letter at some point in the string.

2. A deletion deletes a single letter from the string.

3. A substitution replaces one letter in the string with another.

Let us explicitly point out that edit distance is now completely well-defined. The edit distance
between two strings 𝑥 and 𝑦 is bounded below by 0, and bounded above by the length of 𝑥 plus the
length of 𝑦. It is also computable, by brute force - e.g., trying all sequences of edits with length at
most the aforementioned upper bound.




































































































































Hamming distance

Hamming characters differing
in X and y

X ABCD EFG

Y ABCEEE Hamming dist 4

Edit distance

HT insertions deletions substitutions
to convert X into y

del

X ABCD EFG

Y ABC EFG D
Edit distance 2

ins

Note T well defined
Figure 2: An example of edit distance

Let edit(𝑥, 𝑦) denote the edit distance between 𝑥 and 𝑦. Note that the definition is symmetric, in
the sense that the edit distance from 𝑥 to 𝑦 is equal to the edit distance from 𝑦 to 𝑥. (This is because

5Here A∗ denotes the family of all finite strings with characters from A. The ∗ indicate that the string may be of any
length.
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any sequence of edits converting 𝑥 to 𝑦 can be reversed to give a sequence of edits converting 𝑦 to
𝑥). It also satisfies the triangle inequality. Indeed, let 𝑥, 𝑦, 𝑧, and suppose we want to show that

edit(𝑥, 𝑦) ≤ edit(𝑥, 𝑧) + edit(𝑧, 𝑦).

To this end, observe that any sequence of edits from 𝑥 to 𝑧, followed by a sequence of edits from 𝑧 to
𝑦, gives a sequence of edits from 𝑥 to 𝑦. Thus edit(𝑥, 𝑧) + edit(𝑧, 𝑦), being the length of some edit
sequence from 𝑥 to 𝑧, gives an upper bound on the minimum length sequence of edits from 𝑥 to 𝑦.
Thus edit(𝑥, 𝑦) is also a metric between strings, like Hamming distance. Unlike Hamming distance,
it gracefully handles strings of different, arbitrary lengths. For many applications, such as code
versioning and genetic comparisons, it is a much more useful measure of distance between strings.

With the edit distance now well-defined, let us progress towards a more efficient algorithmic
implication. It turns out that edit distance is frequently used for large data – genetic codes and
source codes can both be very large – and so particularly efficient algorithm can be helpful.

Before, we lazily pointed out that edit distance can always be computed by brute force. Of
course this is very slow and we won’t be able to get a better algorithm without at least getting our
fingernails dirty. Following the pattern of subset sum, let us first try to develop some cleaner and
more precise recursions. We start from the easy base cases. If both strings are empty, then the edit
distance is 0. Let’s write that down.

edit(∅, ∅) = 0,

where ∅ denotes the empty string. If only one of the strings is empty, then the edit distance is the
length of the nonempty string.

edit(𝑥 [1..𝑘], ∅) = 𝑘

edit(∅, 𝑦[1..ℓ]) = ℓ

In the interesting case, we have two strings 𝑥 and 𝑦 that are nonempty. Suppose first that the first
characters 𝑥 [1] ≠ 𝑦[1]. Any edit sequence from 𝑥 to 𝑦, simply to make the first character match,
must either (a) insert 𝑦[1] before 𝑥 [1], (b) delete 𝑥 [1], or (c) substitute 𝑦[1] for 𝑥 [1]. If not, then the
first character at the end would have to be 𝑥 [1], a contradiction. Out of the above three choices, it is
not obvious what is the best option. One might think that we should always substitute, since it seems
to address two letters (𝑥 [1] and 𝑦[1]) at the cost of a single edit. But if (for example) 𝑥 [1] = 𝑦[2]
or 𝑦[1] = 𝑥 [2], we might be making a mistake, and disrupting a “match” later on. In general, it’s
not clear the effects of the current decision on downstream decisions. Instead of analyzing further,
let us be lazy, and simply brute force over the three options. Thus, if 𝑥 [1] ≠ 𝑦[1], we have

edit(𝑥 [1..𝑘], 𝑦[1..ℓ]) = 1 + min


edit(𝑥 [2..𝑘], 𝑦[1..ℓ])
edit(𝑥 [1..𝑘], 𝑦[2..ℓ])
edit(𝑥 [2..𝑘], 𝑦[2..ℓ])

The first quantity in the min models deleting 𝑥 [1], the second models inserting 𝑦[1], and the third
models substituting 𝑦[1] for 𝑥 [1]. We don’t know which one of the choices is right, but we have
deduced that it must be one of them.
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The other case is where 𝑥 [1] = 𝑦[1]. In this case, we can simply leave 𝑥 [1] and 𝑦[1] alone, and
focus on editing 𝑥 [2..𝑘] and 𝑦[2..ℓ]. Thus, if 𝑥 [1] = 𝑦[1], then

edit(𝑥 [1..𝑘], 𝑦[1..ℓ]) ≤ edit(𝑥 [2..𝑘], 𝑦[2..ℓ]).

Note that we wrote an inequality, rather than an equality, because technically speaking, we have only
upper bounded edit(𝑥 [1..𝑘], 𝑦[1..ℓ]). It seems obvious that one should match 𝑥 [1] to 𝑦[1], and
indeed one can prove it with some care. But let us remain lazy and instead do the following. If (for
whatever reason) we don’t want to match 𝑥 [1] to 𝑦[1], then we must either insert 𝑦[1] or delete
𝑥 [1]. (There’s no point in substituting when 𝑥 [1] = 𝑦[1] already.) Thus, if 𝑥 [1] = 𝑦[1], we have

edit(𝑥 [1..𝑘], 𝑦[1..ℓ]) = min


edit(𝑥 [2..𝑘], 𝑦[2..ℓ])
1 + edit(𝑥 [2..𝑘], 𝑦[1..ℓ])
1 + edit(𝑥 [1..𝑘], 𝑦[2..ℓ])

This last formula finishes covering all cases, and so we have a recursive definition for edit-
distance. We gather the preceding discussion in a single pseudocode below. As this code is more or
less brute force, it will correctly compute the edit distance; for the same reason, it will be incredibly
inefficient.

edit(𝑥 [1..𝑘],𝑦[1..ℓ])

1. if 𝑘 = 0 or ℓ = 0 then return 𝑘 + ℓ

2. if 𝑥 [1] ≠ 𝑦[1] then return the minimum of

A. 1 + edit(𝑥 [2..𝑘], 𝑦[1..ℓ]) // delete 𝑥 [1]
B. 1 + edit(𝑥 [1..𝑘], 𝑦[2..ℓ]) // insert 𝑦[2]
C. 1 + edit(𝑥 [2..𝑘], 𝑦[2..ℓ]) // replace 𝑥 [1] with 𝑦[2]

3. if 𝑥 [1] = 𝑦[1] then return the minimum of

A. edit(𝑥 [2..𝑘], 𝑦[2..ℓ]) // do nothing

B. 1 + edit(𝑥 [1..𝑘], 𝑦[2..ℓ]) // insert 𝑦[1]
C. 1 + edit(𝑥 [2..𝑘], 𝑦[1..ℓ]) // delete 𝑥 [1]

Efficiency is particularly important for edit distance because it is frequently applied to large data
sets, such as source code and genetic sequences. Currently, we have more or less a brute-force,
recursive algorithm. We saw this previously both with subset sum and TEX, so we might as well try
the same trick: cache all our answers so we never solve the same problem twice; a.k.a. dynamic
programming.

To make the data structure component simpler, let us be more concrete about the indexing as
follows. Let the two strings 𝑥 [1..𝑚] and 𝑦[1..𝑛], whose edit distance we want to compute, be fixed.
We define

edit(𝑖, 𝑗) = the minimum number of edit operations to convert 𝑥 [𝑖..𝑚] into 𝑦[ 𝑗 ..ℓ].
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Then edit(1, 1) gives the edit distance between 𝑥 and 𝑦. A recursive implementation of edit(𝑖, 𝑗)
is as follows.

edit(𝑖, 𝑗)

=



0 if 𝑖 > 𝑚 and 𝑗 > 𝑛

1 + edit(𝑖, 𝑗 + 1) if 𝑖 > 𝑚

1 + edit(𝑖 + 1, 𝑗) if 𝑗 > 𝑛

1 + min{edit(𝑖 + 1, 𝑗), edit(𝑖, 𝑗 + 1), edit(𝑖, 𝑗)} if 𝑥 [𝑖] ≠ 𝑦[ 𝑗]
min

{
edit(𝑖, 𝑗), 1 + edit(𝑖, 𝑗 + 1), 1 + edit(𝑖 + 1, 𝑗)

}
if 𝑥 [𝑖] = 𝑦[ 𝑗]

We can apply dynamic programming to the above, saving the answers in an 𝑚 × 𝑛 array. Each
subproblem takes𝑂 (1) time excluding recursive calls. There are𝑚𝑛 total subproblems, so edit(1, 1)
takes 𝑂 (𝑚𝑛) time to compute. The total space usage is also 𝑂 (𝑚𝑛), since we need 𝑂 (1) space per
subproblem. The correctness of the algorithm was discussed as above, but to quickly recap: we are
simulating brute force with the observation that any edit sequence has to either make an insertion,
deletion, or substitution to make the first character match, if they are not already equal.

3 Independent set




































































































































Independent set

Input undirected G YE KEIN

SE V is independent if no

a VES are connected by an edge

Goal decided if there is an

independent set of size Is

also have weighted version

constructive version

We now consider the independent set problem, in multiple settings. The most general version of
the problem occurs in an undirected graph 𝐺 = (𝑉, 𝐸). Recall that graphs consist of vertices and
edges that connect pairs of vertices. A set of vertices 𝑆 ⊂ 𝑉 is independent if any two vertices
𝑎, 𝑏 ∈ 𝑆 are not connected by an edge. The maximum independent set problem asks the for the
maximum cardinality independent set. In the decision version of the problem, the input consists of
a graph 𝐺 = (𝑉, 𝐸) and an integer 𝑘 ∈ ℕ, and asks if there exists an independent set 𝑆 with size
|𝑆 | ≥ 𝑘 . One can also consider the weighted version where we are also given positive vertex weights
𝑤 : 𝑉 → ℝ>0, and the goal is to choose the maximum weight independent set (or decide if the
maximum weight is at least input parameter 𝑇).

There are many special cases of independent set that are useful. Here we list two that we
will discuss in this section. The first is for intervals on a line. The input consists of 𝑛 intervals
I = {𝐼1 = [𝑎1, 𝑏1], . . . , 𝐼𝑛 = [𝑎𝑛, 𝑏𝑛]}, with positive edge weights 𝑤 : I → ℝ>0. We say that a set
of intervals 𝑆 ⊂ I is independent if they are pairwise disjoint; i.e., 𝐼 ∩ 𝐽 = ∅ for every two intervals
𝐼, 𝐽 ∈ 𝑆. This is the same as the graph definition if we identify each interval as a vertex, and have an
edge between every two intervals that overlap.

The second example is the special case where the graph 𝐺 is a tree 𝑇 . For the sake of discussion
we assume the tree is rooted (otherwise pick a root arbitrarily). Since trees are a particularly
simple class of graphs, it is interesting to investigate whether one can obtain a better algorithm for
independent set in trees than in graphs in general.
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a 1 and o_OFigure 3: The gadget encoding disjunctions over three variables as triangles.

3.1 Independent set in graphs
Let us first consider the most general formulation of maximum weight independent set, in graphs.
Let 𝐺 = (𝑉, 𝐸) be a graph with 𝑚 edges and 𝑛 vertices. Let 𝑤 : 𝑉 → ℝ>0 assign positive weights
to the vertices. The most general goal is to compute the maximum weight independent set 𝑆 ⊂ 𝑉 .

We first observe that such a set 𝑆 can be found by brute force. Here is a recursive algorithm.

MWIS(𝐺 = (𝑉, 𝐸), 𝑤 : 𝑉 → ℝ≥0)

1. if 𝑉 = ∅ then return 0

2. let 𝑣 be any vertex in 𝑉

3. return the maximum of

// all independent sets excluding 𝑣

A. MWIS(G - v,w where 𝐺 − 𝑣 denotes the graph obtained by removing 𝑣 and all its

incident edges from 𝐺.

// all independent sets including 𝑣

B. 𝑤(𝑣) + MWIS(G’,w) where 𝐺 ′ obtained by removing 𝑣 and all the neighbors of 𝑣 from 𝐺.

The recursive algorithm will take exponential time. This is slow, but it establishes a baseline..
Can we do better? What about the simpler, unweighted setting? It’s worth thinking about, before
proceeding to the next paragraph.

Let us instead try to show that the problem should be hard - in particular, by proving the following.

Theorem 1. A polynomial time algorithm for maximum cardinality independent set implies a
polynomial time algorithm for SAT.

We know that SAT can be reduced to 3-SAT in polynomial time, so it suffices to show that a
polynomial time algorithm for maximum cardinality independent set implies a polynomial time
algorithm for 3-SAT.

Let 𝑓 (𝑥1, . . . , 𝑥𝑛) be a 3-SAT formula with 𝑚 clauses 𝐶1, . . . , 𝐶𝑚. We interpret each 𝐶𝑖 has a
set of three elements out of the set of symbols 𝑋 = {𝑥1, 𝑥1, . . . , 𝑥𝑛, 𝑥𝑛}. We want to convert 𝑓 into a
graph, where somehow a large independent set would indicate that 𝑓 is satisfiable.
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Figure 4: Encoding the 3-SAT formula 𝑓 (𝑎, 𝑏, 𝑐, 𝑑) = (𝑎 ∨ 𝑏 ∨ 𝑐) ∧
(
𝑏 ∨ 𝑐 ∨ 𝑑

)
∧

(
𝑎 ∨ �̄� ∨ 𝑑

)
as a

graph, where the maximum independent set indicates whether or not 𝑓 is satisfiable.

For each clause 𝐶, we make a triangle (i.e., three vertices fully connected by edges). Each vertex
in the triangle corresponds to a literal in the clause. For example, if 𝐶 = (𝑥1 ∨ 𝑥2 ∨ 𝑥3), we create a
triangle with three vertices, with one vertex corresponding to 𝑥1, 𝑥2, and 𝑥3. These triangles are
constructed to disjoint. Thus a symbol such as 𝑥1 or 𝑥2 may correspond to multiple vertices in the
construction, with one vertex for each clause it appears in. Thus for 𝑚 clauses, we have (so far)
created a graph of 𝑚 disjoint triangles, with 3𝑚 vertices and 3𝑚 edges in all. Note already that any
independent set in 𝐺 has at most one vertex per clause/triangle.

Our graph does not yet encode the fact that we can only set each variable 𝑥 to be exactly one of
true or false, and not both. Currently, we can take an independent that (for example) contains both
𝑥1 and 𝑥1. So to address this, we will add an edge between every pair of vertices of the form 𝑥𝑖 and
𝑥𝑖, for some 𝑖. With these additional edges, we can no longer take variables corresponding to both 𝑥𝑖
and 𝑥𝑖 in our independent set.

This completes the constructions. A minimal example is given in Figure 3. A more ornate
example is given in Figure 4.

We now claim that 𝑓 (𝑥1, . . . , 𝑥𝑛) is satisfiable if and only if there is an independent set of size 𝑚
in the graph 𝐺. Suppose first that there is an independent set 𝑆 of size 𝑚. For each variable 𝑥𝑖, 𝑆
may contain vertices corresponding to 𝑥𝑖, or vertices corresponding to 𝑥𝑖′, but not both, because
of the edges we added in the second part of our construction. Consider the assignment where we
set 𝑥𝑖 = 1 if any of the 𝑥𝑖-vertices appear in 𝑆, or we set 𝑥𝑖 = 0 if any of the 𝑥𝑖-vertices appear in 𝑆.
(If neither type appears in 𝑆, then we set 𝑥𝑖 to whatever we want.) We claim that this assignment
satisfies all the clauses in 𝑓 . We know that (a) there are 𝑚 triangles (one per clause), (b) 𝑆 has 𝑚
vertices, and (c) 𝑆 can have at most one vertex per triangle (to be independent). So 𝑆 has exactly one
vertex per clause. For each clause, our assignment satisfies the clause via this vertex.

Conversely, suppose 𝑓 is satisfiable, and fix a satisfying assignment. For each clause 𝐶, choose
a literal that satisfies it, and add the corresponding vertex in our graph to a set 𝑆. Since these choices
are disjoint, 𝑆 will have 𝑚 vertices. We claim that 𝑆 is independent. Indeed, picking one vertex per
clause implies we satisfy all the triangle edges. Moreover we only choose a vertex corresponding to
the literal 𝑥𝑖 if 𝑥𝑖 = 1 in the satisfying assignment, and we only choose a vertex corresponding to the
literal 𝑥𝑖 if 𝑥𝑖 = 0. In particular, we can’t choose both. So 𝑆 will be independent over the second set
of edges as well. Thus 𝑆 is an independent set of size 𝑚.

To conclude, given a 3-SAT formula 𝑓 with 𝑚 clauses, we have built a graph 𝐺 that has an
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independent set of size 𝑚 iff 𝑓 is satisfiable. If we had a polynomial time algorithm for maximum
independent set, we could run it on this graph and decide if 𝑓 is satisfiable. This completes the
proof.

3.2 Independent sets of intervals
While independent set on graphs turned out to be difficult, this does not preclude a more efficient
algorithm for intervals, since this is a special case. Thus let us consider the problem for intervals
with renewed optimism.

Let I = {𝐼1 = [𝑎1, 𝑏1], . . . , 𝐼𝑛 = [𝑎𝑛, 𝑏𝑛]} be a set of intervals. Let 𝑤 : I → ℝ>0 assign
positive weights to each interval. The goal is to compute the maximum weight independent set of
intervals.

A lazy approach to this problem is to convert it to a graph by first comparing all pairs of
intervals to identify all conflicting pairs. This would take quadratic time. (One can also do this
more efficiently - how?) Then one can compute brute force in the graphical setting as discussed
above. But of course, this is far from efficient. More importantly, just because we can interpret
the interval problem in terms of graph, doesn’t mean we should automatically treat it as a graph
problem. This is because the intervals may contain substantially more structure then a graph, and
this structure in particular makes it more difficult to reduce from SAT.

We have explored brute force algorithms that try including one element at a time. For the sake
of concreteness, let us quickly rewrite that algorithm in terms of intervals. First, the recursive spec:
for a set of intervals I and weights 𝑤 : I → ℝ>0, we define

MWIS-intervals(I,𝑤) = the weight of the maximum weight independent subset of
intervals of I.

We implement MWIS-intervals per the above specification below.

MWIS-intervals(I, 𝑤 : I → ℝ>0)

1. If I = ∅ then return 0

2. Let 𝐼 ∈ I be any interval

3. Let I ′ = {𝐽 ∈ I : 𝐽 ∩ 𝐼 = ∅} // = set of intervals disjoint from 𝐼

4. return the maximum of

A. MWIS-intervals(I \ {𝐼},𝑤) // Computes the MWIS among those including 𝐼

B. 𝑤(𝐼) + MWIS-intervals(I ′, 𝑤) // Computes the MWIS among those excluding 𝐼

In our brute force algorithm, we are not selective about the order in which we process thee
elements. In a graph, there is no obvious order to the vertices anyway. In intervals, however, there
are natural ways to order the intervals and this can make a big difference.

Let us sort I in increasing order of left endpoint (𝑎𝑖) in 𝑂
(
𝑛 log 𝑛

)
time, and henceforth assume

that

I = {𝐼1 = [𝑎1, 𝑏1], . . . , 𝐼𝑛 = [𝑎𝑛, 𝑏𝑛]}
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lists the intervals in increasing order of 𝑎𝑖. Let us adjust the brute force algorithm again so that it
processes the intervals in increasing order of left endpoint. The revised pseudocode is as follows.

MWIS-intervals(I = {𝐼1 = [𝑎1, 𝑏1], . . . , 𝐼𝑛 = [𝑎𝑛, 𝑏𝑛]}, 𝑤 : I → ℝ>0)

// We assume 𝐼1 = [𝑎1, 𝑏1], . . . , 𝐼𝑛 = [𝑎𝑛, 𝑏𝑛] is sorted in increasing order of 𝑎𝑖 .

1. If 𝑛 = 0 then return 0

2. Let 𝑖 > 1 be the first index such that 𝑎𝑖 > 𝑏1

// {𝐼𝑖 , . . . , 𝐼𝑛} = set of intervals disjoint from 𝐼1

3. return the maximum of

A. MWIS-intervals({𝐼2, . . . , 𝐼𝑛},𝑤) // Computes the MWIS among those excluding 𝐼1

B. 𝑤(𝐼1) + MWIS-intervals({𝐼𝑖 , . . . , 𝐼𝑛}, 𝑤) // Computes the MWIS among those including 𝐼1

In this ordered version of brute force, every recursive call is for a subset of intervals of the form
{𝐼𝑖 = [𝑎𝑖, 𝑏𝑖], 𝐼𝑖+1 = [𝑎𝑖+1, 𝑏𝑖+1], . . . , 𝐼𝑛 = [𝑎𝑛, 𝑏𝑛]} for some index 𝑖; that is, a suffix of our ordered
sequence of intervals. This is an extremely limited number of combinations - there are only 𝑛 + 1
suffixes (including the empty set)! This makes it an ideal situation for caching.

Let us now give a dynamic programming algorithm for the maximum weight independent set of
intervals. Fix an input consisting of 𝑛 intervals I = {𝐼1 = [𝑎1, 𝑏1], . . . , 𝐼𝑛 = [𝑎𝑛, 𝑏𝑛]} and weights
𝑤 : I → ℝ>0. Sorting the I in 𝑂

(
𝑛 log 𝑛

)
, we assume the intervals are indexed in increasing order

of left endpoint 𝑎𝑖. For 𝑖 ∈ ℕ, we define

MWIS-intervals(𝑖) = the maximum weight of any independent set of intervals among
{𝐼𝑖, 𝐼𝑖+1, . . . , 𝐼𝑛}.

We implement this with the following pseudocode.

MWIS-intervals(𝑖) =


0 if 𝑖 > 𝑛,

max
{

MWIS-intervals(𝑖 + 1),
𝑤(𝐼𝑖) + MWIS-intervals( 𝑗 (𝑖))

}
otherwise,

where 𝑗 (𝑖) is the first index 𝑗 such that 𝑎 𝑗 > 𝑏𝑖. We can identify 𝑗 (𝑖) by scanning the list of intervals.
We apply dynamic programming to the above recursive code to make sure we never solve the same
subproblem twice.

For the running time, we have 𝑛 subproblems, each of which takes 𝑂 (𝑛) time to compute,
excluding recursive subcalls. (The 𝑂 (𝑛) time comes from scanning for the next index 𝑗 (𝑖).) The
space usage is 𝑂 (𝑛), since there are 𝑂 (𝑛) many subproblems. The solution to original problem is
given by the call MWIS-intervals(1). Correctness is inherited from brute force.

Can one do better? In fact, yes. Right now we have to spend 𝑂 (𝑛) time, for each 𝑖, to find the
first index 𝑗 (𝑖) such that 𝑎 𝑗 > 𝑏𝑖. But instead one can do binary search to find 𝑗 (𝑖), in 𝑂

(
log 𝑛

)
time. This improves the running time to 𝑂

(
𝑛 log 𝑛

)
time overall. This is the first of many examples

where a dynamic programming algorithm can be sped up by an adjustment to the implementation.
Taking a step back, we see that there is substantially more structure to intervals than a generic

graph. A provably hard problem in graphs can be solved as fast as sorting!
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3.3 Independent set in trees
We now consider the independent set problem in our second special case of graphs: trees. Here we
are given a tree 𝑇 = (𝑉, 𝐸) and (optionally) vertex weights 𝑤 : 𝑉 → ℝ. The goal is to compute
the maximum weight independent set 𝑆 ⊂ 𝑉 . The question really is whether trees are as general as
graphs, or as structured as intervals on a line. Let us make two initial observations relating trees to
our previous reduction.

1. The reduction from 3SAT to independent set was full of triangles. But trees cannot have
triangles, or any cycle, for that matter.

2. The graph corresponding to a set of intervals is also not a tree - any three overlapping intervals
form a triangle.

There is clearly much more structure to trees than graphs. As mentioned above, trees have no cycles.
If we remove an edge or a vertex, then we get two entirely disconnected parts. In fact one can always
find a vertex whose removal breaks up the graph into subtrees with at most half the vertices (why?) -
a remarkable property that is certainly not true for graphs.

In this lecture, we have seen multiple problems turn out to be easy when we take advantage of
a clearly defined, linear ordering. But there is no clear notion of “left” and “right” in a tree. But
while trees don’t have a linear structure, they do have a hierarchical structure that is very useful.

[picture of rooted tree]

Fix any node 𝑟 ∈ 𝑉 to be the root, and interpret 𝑇 as a rooted tree. Now we can speak of
“children”, “parents”, “subtrees” and so forth. There is a clear notion of “top” – the root 𝑟 – and
“bottom” – at the leaves. Let’s use this ordering to design a recursive algorithm for the maximum
weight independent set. From a hierarchical point of view, it is natural to design a recursive
algorithms based on subtrees. Consider the following recursive spec. For a vertex 𝑣 ∈ 𝑉 , we define

MWIS(𝑣) = the maximum weight of any independent set in the subtree rooted at 𝑣.

Let us now sketch out an implementation MWIS(𝑣). Fix 𝑣, and suppose we want to find the maximum
weight independent set in the subtree rooted at 𝑣. A natural decision is whether or not to include 𝑣

in the independent set. If we don’t include 𝑣, then we can recurse on each of the children to compute
the maximum weight independent set in each subtree. We do include 𝑣, then... actually, it’s not
so obvious. When we recurse on a child 𝑥 of 𝑣, this may return (the value of) an independent set
that includes 𝑥. But this is incompatible with our decision to include 𝑣 in the independent set. The
following pseudocode summarizes our progress and poinpoints where we get stuck

MWIS(𝑣)

1. return the maximum of

// Don’t include 𝑣 in the independent set

A. the sum of MWIS(𝑥) over all children 𝑥 of 𝑣

// Include 𝑣 in the independent set

B. the weight of 𝑣 plus the sum of ����XXXXMWIS(𝑥) ??? over all children 𝑥 of 𝑣
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What do we really want? The maximum weight independent set in the subtree rooted at 𝑥, among
those that exclude 𝑥. MWIS(𝑥) simply doesn’t give us that. The easiest way to address this defficiency
is to strengthen the definition MWIS(𝑥). We introduce a boolean flag, exclude-root ∈ {0, 1}, as an
additional parameter, and define MWIS(𝑣,exclude-root) as follows.

MWIS(𝑣,exclude-root): If exclude-root = true, then the maximum weight indepen-
dent set in the subtree rooted at 𝑣 among those excluding 𝑣. If exclude-root = false,
then the maximum weight independent set in the subtree rooted at 𝑣 (which may or may
not include 𝑣).

This stronger definition makes the implementation effortless.

MWIS(𝑣,exclude-root)

1. if exclude-root

// Don’t include 𝑣 in the independent set
A. return the sum of MWIS(𝑥,false) over all children 𝑥 of 𝑣

2. otherwise return the maximum of

// Don’t include 𝑣 in the independent set
A. the sum of MWIS(𝑥,false) over all children 𝑥 of 𝑣

// Include 𝑣 in the independent set
B. the weight of 𝑣 plus the sum of MWIS(𝑥,true) over all children 𝑥 of 𝑣

Good. It was a little trickier, but we have now established a recursive algorithm for computing
the maximum weight independent set. The overall answer is given by MWIS(𝑟,false). But our
algorithm is not yet efficient. To this end – as usual – we apply caching. Let us save the answers to
each MWIS(𝑣,true) and MWIS(𝑣,false) in a table6 of size 2𝑛. Then we never compute the same
answer twice.

Consider the running time. We have

(# subproblems) (time per subproblem) = 𝑛 ×𝑂 (𝑛) = 𝑂

(
𝑛2

)
.

Here we upperbound the “time per problem” by 𝑂 (𝑛) because a vertex may have up to 𝑛 children.
But this analysis is to conservative – it can’t be that all, or even very many, have close to 𝑛 children,
because the total number of children over all nodes is 𝑛. A more refined analysis first observes that

(time spent on MWIS(𝑣, 0 or 1)) = 𝑂 (# children of 𝑣).

Summing over all 𝑣, we have∑︁
𝑣

(time spent on MWIS(𝑣, 0 or 1)) = 𝑂

(∑︁
𝑣

# children of 𝑣

)
= 𝑂 (𝑛).

So actually the running time is 𝑂 (𝑛). Finally, the space usage is 𝑂 (𝑛) because there are 𝑂 (𝑛)
subproblems, each requiring constant space. Thus we have a 𝑂 (𝑛) time algorithm for maximum
weight independent set in trees. Faster than intervals! Faster than sorting!

6We assume the vertices are number 1 through 𝑛. Otherwise one can number them in a preprocessing step.
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4 Exercises
In addition to some of the exercises below, there are many freely available exercises with similar
themes as this chapter. See for example the exercises in Jeff’s notes (http://jeffe.cs.illinois.
edu/teaching/algorithms/book/03-dynprog.pdf).

Exercise 1. Consider the line-breaking problem from Section 1. Suppose that you are given an
additional input parameter 𝑘 , which defines the maximum number of words allowed in a line. (You
may assume 𝑘 ≤ 𝑛, and morally, 𝑘 � 𝑛). Show how to modify the algorithm from Section 1 to give
a faster running time (in terms of 𝑛 and 𝑘).

Exercise 2. Consider the edit distance problem from Section 2. In Section 2, insertions, deletions,
and substitutions were all treated equal. Suppose instead that we had different costs 𝛼, 𝛽, 𝛾 > 0 for
each insertion, deletion, and substitution, respectively. Show how to modify the algorithm from
Section 2 for these nonuniform costs. This model is particularly useful in biological settings where
𝛼, 𝛽, 𝛾 reflect prior assumptions on the likelihood of each operation.

Exercise 3. In Section 2 as well as in the previous exercise, we consider edit distance with uniform
or linear costs. Here we consider more involved cost functions.

1. Recall that different cost models are designed to reflect assumptions on how edits are naturally
generated. For example, a reasonable hypothesis is that 𝑘 consecutive deletions, or 𝑘

consecutive insertions, are more likely than 𝑘 independent single-character insertions or
deletions. For example, in writing these notes, the author frequently finds himself deleting
entire sentences7 at a time. We can factor this propensity into our edit distance model
by a “insert-or-delete-at-bulk” cost. Let 𝑓 : ℕ → ℝ≥0 be a fixed nonnegative function.
We introduce the operations of “bulk insertion” and “bulk deletion”, where one deletes 𝑘

characters or inserts a string of 𝑘 characters, at a cost of 𝑓 (𝑘), for any 𝑘 ∈ ℕ. We assume that
𝑓 is monotonically increasing in 𝑘; that is, 𝑓 (𝑘) < 𝑓 (𝑘 + 1) for all 𝑘 .8 We can then define
the bulk edit distance of two strings 𝑥 and 𝑦 to be the minimum cost of any sequence of edit,
bulk insertion, or bulk deletion operations.
Assume that 𝑓 is provided as a subroutine that takes 𝑂 (1) time to evaluate. Show that either
(a) computing the bulk edit distance is as hard as SAT or (b) design and analyze an efficient
algorithm, as fast as possible, for computing the bulk edit distance of two strings.

2. Here we consider a vast generalization of edit distance, as follows. Suppose the cost of an edit
sequence is given by a nonnegative real-valued function 𝑓 (𝑎, 𝑏, 𝑐) ≥ 0, where 𝑎 is the number
of insertions, 𝑏 is the number of deletions, and 𝑐 is the number of substitutions. We assume
that the function is monotonically increasing in each of its arguments. That is, increasing 𝑎, 𝑏,
or 𝑐 increases the value of 𝑓 (𝑎, 𝑏, 𝑐).9
Assume that 𝑓 is provided as a subroutine that takes 𝑂 (1) time to evaluate. Consider the
problem the minimum cost edit sequence w/r/t the cost function 𝑓 . Show that either (a)
computing a minimum 𝑓 -cost edit sequence is has hard as SAT, or (b) design and analyze and
efficient algorithm, as fast as possible, for the minimum 𝑓 -cost edit sequence.

7or paragraphs, or more... sigh...
8Unfortunately, we did not take into consideration some degenerate cases that are ruled out by assuming monotonicity.
9Again, we did not take into consideration some degenerate cases excluded by monotonicity.
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Exercise 4. This problem is about simplified model for planning decisions in (good old-fashioned)
artificial intelligence. The high level idea is that we make decisions over time, and the reward from
each step is a function of some kind of current state, a choice of action at the current time step,
and actions from some preceding time steps. Of course in real settings you may have to make
these decisions online in highly uncertain settings, but it is still an interesting problem when all the
information is given up front.

We assume a discrete time model with time steps 𝑡 = 1, 2, . . . , 𝑇 for some 𝑇 ∈ ℕ. Each time
step 𝑡, you are presented some sensory data 𝑆𝑡 , and you respond with a choice of action 𝑎𝑡 ∈ 𝐴, for
some fixed set of actions 𝐴. You then receive a reward of value 𝑓 (𝑎𝑡 , 𝑎𝑡−1, 𝑆𝑡) for some function 𝑓

of the current action 𝑎𝑡 , the previous action 𝑎𝑡−1, and the current sensory data 𝑆𝑡 .
Consider the offline problem, where the sensory data 𝑆1, . . . , 𝑆𝑇 for 𝑇 time steps is given in

advance. The goal is to choose actions 𝑎1, . . . , 𝑎𝑇 ∈ 𝐴 as to maximize the sum reward. Here there is
no reward given for the first time step since there is no “𝑎0” to evaluate. Either (a) show that finding
the maximum reward is as hard as solving SAT, or (b) design and analyze an algorithm, as fast as
possible, for finding the sequence of actions that maximize the reward.
Exercise 5. Let 𝐴[1..𝑚] be a sequence of integers. Recalling that a subsequence is (strictly)
increasing if each successive integer is strictly greater than the previous.

Here we consider two variants of the longest increasing subsequence problem. In the first
problem, we want to find the longest increasing subsequence where the sum of integers in the
subsequence is even. In the second problem, we want to find the longest increasing subsequence
where the sum of integers in the subsequence is odd.

For both of these problems, either (a) show that the problem is NP-Hard, or (b) design and
analyze an efficient algorithm for the problem.
Exercise 6. Given a graph 𝐺, a clique is a set of vertices 𝑆 such that every pair is connected by an
edge. This is sort of like opposite of an independent set, which is a set of vertices where no pair has
an edge between them.

1. Consider the problem of finding the largest weight clique in a graph 𝐺. Either (a) show that
this problem is as hard as solving SAT, or (b) design and analyze an algorithm the finds the
maximum weight clique.

2. Consider the problem of finding the largest weight clique from a set of weighted intervals.
(Here a clique of intervals is a set of intervals where every two intervals are overlapping.)
Either (a) show that this problem is as hard as solving SAT, or (b) design and analyze an
algorithm the finds the maximum weight clique.

3. Consider the problem of finding the largest weight clique in a tree. Either (a) show that
this problem is as hard as solving SAT, or (b) design and analyze an algorithm the finds the
maximum weight clique in a tree.
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